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Abstract. An important prerequisite to successfully integrating protein
data is detecting duplicate records spread across different databases. In
this paper, we describe a new framework for protein entity resolution,
called PERF, which deduplicates protein mentions using a wide range of
protein attributes. A mention refers to any recorded information about a
protein, whether it is derived from a database, a high-throughput study,
or literature text mining, among others. PERF can be easily extended to
deduplicate protein-protein interactions (PPIs) as well. This framework
translates mentions into instances of a reference schema to facilitate
mention comparisons. PERF also uses “virtual attribute dependencies”
to “enhance” mentions with additional attribute values. PERF computes
a likelihood measure based upon the textual value similarity of mention
attributes. A prototype implementation of the framework was tested, and
these tests indicate that PERF can clearly separate duplicate mentions
from non-duplicate mentions.

1 Introduction

Elucidating and cataloguing protein-protein interactions (PPIs) are important to
fully understand the function and purpose of each protein in an organism’s pro-
teome. Many PPIs are now available from numerous publicly accessible databases
to facilitate further research involving these interactions. Unfortunately, there are
very few overlapping records between these databases [1]. Integration of this in-
formation into a single database system, however, is not straightforward, as there
are many challenges to overcome in a data integration effort of this magnitude.

One particularly important data integration issue is determining which records
from separate databases refer to the same actual protein [1]. This step, which
is often referred to as “entity resolution” or “deduplication”, is critical to en-
suring that no duplicate records are present in the integrated database system.
Duplicate records could be mistaken for distinct PPIs, and since these PPIs are
frequently used in other analyses, quick and accurate deduplication is impor-
tant to ensuring the integrity of these analyses. However, each individual PPI
database usually uses its own proprietary identifier system, and therefore it is
impossible to identify duplicate records by comparing identifiers. Furthermore,
certain identifiers may not actually uniquely identify a single protein, but instead
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refer to a class of proteins [2]. Therefore, a reliable identifier with a one-to-one
correspondence to proteins is necessary in order to satisfy the goals of protein
entity resolution.

In this paper, we propose a new framework for performing entity resolution on
protein mentions. A mention refers to any recorded information about a protein,
whether it is derived from a database, a high-throughput study, or a scientific
journal, among others. PPIs can be considered pairs of protein mentions that
interact with each other. A framework for deduplicating protein mentions can
be easily applied to deduplicating PPIs. Given two PPIs A-B and C-D, where
A-B designates an interaction between protein mentions A and B, if A-B and
C-D refer to the same PPI, then either the pair (A,C) and the pair (B,D) are
the same proteins, or (A,D) and (B,C) are the same proteins.

A reliable identifier with a one-to-one correspondence to the proteins of a
given species is the Amino Acid (AA) Sequence, since the primary sequence di-
rectly determines the structure and function of each protein [3]. Therefore, if a
protein mention provides both an AA Sequence and a “Source Organism”, the
one protein that this mention refers to can be unambiguously identified. Source
Organism is required since distinct proteins in different species can share the
same AA Sequence. Since the similarity of the AA Sequence and the Source
Organism is generally considered to be the strongest evidence that two men-
tions refer to the same protein, existing protein deduplication systems perform
deduplications solely on the basis of AA Sequence and Source Organism identity
[1, 2, 4]. However, for most mentions, one or both of these attributes may be
missing, and therefore an alternate means of deduplication is required. The new
framework proposed here, the Protein Entity Resolution Framework (PERF),
takes two protein mentions as input, attempts to deduce other attributes for
these mentions, and makes use of these attributes to determine the likelihood
that the two given mentions refer to the same actual protein.

PERF consists of three main components:

1. XML Reference Schema: The PERF framework is based on an XML
schema that provides a comprehensive list of mention attributes derived
from the schemas of various popular protein databases, including NCBI,
EBI, UniProt, BIND, HPRD, MINT, MIPS, IntAct, and DIP [5, 6, 7, 8, 9,
10, 11, 12, 13, 14, 15, 16, 17]. This Framework Schema allows mentions to
be represented in a common format to facilitate mention comparisons.

2. Virtual Attribute Dependencies (VADs): Special rules for identify-
ing additional mention attributes, called “virtual attribute dependencies”
(VADs), were defined for the purpose of finding as much information as
possible on each mention to use for the actual deduplication process.

3. Framework Deduplication Procedure: PERF supports a computational
procedure that computes the likelihood that two given protein mentions refer
to the same actual protein based upon the attribute values available from
those mentions.
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PERF is a modular framework that currently supports the following functions:

– resolve(m): This function serves as the basis for all the other functions. Given
a single ambiguous mention, this function will resolve the protein that this
mention refers to, if possible.

– deduplicate(m1, m2): This function uses PERF to deduplicate two protein
mentions. PERFs calculations should be able to identify true duplicate pairs
from a set of mention pairs.

– deduplicate-network(n): This function uses PERF to deduplicate a PPI net-
work n, i.e. identify duplicate proteins and interactions in the network. This
is essentially the application of deduplicate(m1, m2) to each pair of mentions
in the network to consolidate duplicate proteins and their interactions to
produce a non-redundant network.

– compare-networks(n1, n2): This function takes as input two PPI networks
n1 and n2, both of which are internally deduplicated using deduplicate-
network(n). This function also finds proteins in n1 and n2 that are the same,
and thus compare-networks(n1, n2) can be used to determine the overlap be-
tween n1 and n2.

We implemented a prototype version of PERF that supports resolve(m) and
deduplicate(m1, m2). We tested PERFs ability to fulfill the requirements of these
functions; the test results are discussed in this paper. Although all four functions
have been defined, the last two functions, deduplicate-network(n) and compare-
networks(n1, n2), will be implemented for a future version of PERF.

The rest of this paper is organized as follows. Section 2 provides background
information on protein and PPI database systems. Work previously done to
tackle the PPI entity resolution problem is also discussed. Section 3 describes
PERFs components in detail. Section 4 describes the testing of PERFs ability
to fulfill the requirements of resolve(m) and deduplicate(m1, m2), and discusses
the test results. Section 5 makes some concluding remarks and discusses future
directions for this research.

2 Background

Many protein databases have been established to catalog all identified proteins
[18]. Each of these databases relies on different sources for their records, and
therefore cover very different sets of proteins. Although there is some collabo-
ration between a few of these databases to keep each others records up-to-date,
and to cross-reference corresponding records [19], most databases do not make it
easy to find corresponding records in other databases. Given the exponential in-
crease in protein data fueled by new high-throughput analyses, reliable, efficient,
and automatic deduplication and integration of this data is urgently needed to
properly manage this data and make sense of it.

PERF, as discussed earlier, is also applicable to the deduplication of PPIs.
Many high-throughput PPI datasets have been produced in the last few years
thanks to recent advances in laboratory technology [20]. These datasets are com-
piled from the results of high-throughput analyses. Although these analyses can
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process thousands of interactions in a single run, they are also prone to particu-
larly high false positive rates (i.e. a large number of the published interactions do
not actually exist) [20]. Higher confidence can be placed in interactions that are
reported in several datasets, as this represents verification of these interactions
in multiple, independent experiments. Therefore, reduction of false positives pro-
vides additional motivation to find duplicates and integrate high-throughput PPI
datasets.

Existing protein entity resolution systems include the International Protein
Index (IPI) [1], and systems like BIOZON [2] and the Agile Protein Interaction
DataAnalyzer (APID) [4] for PPI deduplication. Each of these systems, however,
only deduplicate proteins and PPIs on the basis of amino acid sequence simi-
larity. PERF, however, can also make use of other available protein attributes,
in addition to amino acid sequence similarity, making PERF more versatile in
deduplicating protein mentions.

3 Protein Entity Resolution Framework (PERF)

3.1 Mentions

PERFs inputs are protein mentions. Typically, we refer to actual proteins with
the values of their attributes, such as “Name”. Mentions here are collections
of these values drawn from a source or sources with information pertaining to
a given protein. Some sources, such as database records, contain (particularly
extensive) information on a given protein. Proteins may also be discussed in
certain papers, either individually or within the context of a particular group
of proteins. Additionally, protein information can be drawn from the data of
high-throughput elucidation experiments. Each of these sources may provide
different amounts and/or different types of information, but information from
each of these sources is considered a mention for PERFs purposes.

Formally, we define a mention as a list of attribute-value pairs following a
nested model where attributes can contain, nested within their values, “sub-
attributes” or a set of values that allow lists of attributes/values to be represented
within a single attribute. This model allows several aspects of a single attribute
to be represented in a mention as well. The general form of a mention is described
below:

m.name[: m.db name] := {
[p1

1 := v1
1 ]\;

[p1
2 := v1

2\; v2
2\; v3

2 ]\;
[p1

3 := v1
3\; [p2

3 := v1
3−2]\; [p3

3 := v1
3−3\; v2

3−3\; [p4
3 := v1

3−4]]]\;
...

[p1
n := v1

n . . .]}
Each mention is specified by a name, the name of the database it was derived

from (if any), and a list of attributes. Each attribute can be associated with a
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single value (e.g. p1
1), a set of values (e.g. p1

2), or a set of sub-attributes (e.g. p1
3).

The following mention, which describes the CCNB1 protein from the CellMap
database [21], contains examples of all three types of attributes described above.

Example 1. A complete protein mention using the PERF input mention format.

ccnb1:CellMap:={
[Name:=CCNB1]\;
[Synonyms:=Cyclin B1\;G2/mitotic specific cyclin B1\;CCNB1\;CCNB]\;
[External Links:=[PubMed:=1387877]\;[OMIM:=123836]]\;
[Complex(s):=CDC2]\;
[Physical Interaction(s):=CDC2\;PTCH]}

3.2 The Framework Schema

A mention may or may not point to a single protein entity. However, mentions
often contain attributes that can help us retrieve additional attributes that are
better suited for uniquely resolving that single protein. The Framework Schema
was designed to represent these attributes in a standardized format. Therefore,
given an input mention, we first standardize it by mapping it to the Framework
Schema. Then, we expand the coverage of each mention with “virtual attribute
dependencies” (section 3.3), and finally decide if the mention points to a unique
protein (i.e. it is unambiguous) or a group of proteins (i.e. it is ambiguous).

The Framework Schema is a predefined XML-based schema that can accom-
modate many common kinds of protein information. This schema allows several
instances of a mention to be represented in a single Framework Schema record.
This is accomplished by defining the top-level element to be a “Protein Set”
that can contain multiple “Protein” objects. Initially, each Framework Schema
record derived from a single mention contains only one “Protein”. However, ad-
ditional “Proteins” can be added through the use of “1-to-N VADs” described
in section 3.3.

Each attribute in the Framework Schema has a distinct usefulness for the
entity resolution of protein mentions, and therefore each attribute has been
assigned a “strength”. This concept resembles the selectivity of attributes in
relational databases: in PERF, an attribute with strength I is a key attribute,
and therefore it uniquely identifies a single protein. The less useful an attribute
is for narrowing down the number of possible proteins to which a mention may
refer, the higher its strength. The strengths of select Framework Schema at-
tributes are provided in Table 1, along with an attribute description and the
domain of accepted values for that attribute. Attribute strengths were derived
from experiments with database queries to determine the cardinality of the re-
sult set produced when each attribute is used as the query attribute (databases
appropriate for each attribute were used for these queries). Certain attribute
combinations may be more useful for unique protein identification than the indi-
vidual attributes considered in isolation; these attribute combinations are listed
in Table 2. The full list of Framework Schema attributes is available in [22].
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Table 1. A list of select attributes defined under the Framework Schema, along with
their strengths, and the domains of the values accepted for each attribute

Attribute Description Strength Domain

Name(s) Name(s) assigned to the given
protein.

III-IV Text string corresponding to
one of given proteins name(s).
One tag used for each distinct
name.

Keywords Short, descriptive words as-
signed to given protein.

IV Terms describing key character-
istics of given protein.

Database
cross-
references

References to database records
that describe the given protein,
or some characteristic of that
protein.

II Composite value with two fields:
Name: Name of the referenced
database. ID : Unique identi-
fier of referred record in named
database.

Amino acid
(protein)
sequence

The given protein’s sequence of
amino acids produced by tran-
scription and translation from
the corresponding gene.

II String of amino acid one-letter
codes

Source or-
ganism

The organism from which the
given protein was derived.

IV The “[genus] [species]” designa-
tion of the source organism

Free text
description

Any freeform description of the
given protein.

IV Any text

NCBI
Gene ID

NCBI Gene ID identifying exact
locus of gene from which given
protein was transcribed.

II A valid NCBI Gene ID

Table 2. A list of the attribute combinations that have a better strength than their
separate, individual attributes, and hence have been assigned a lower number as given
below

Attribute Combination Strength

(AA Sequence, Source Organism) I

(NT Sequence, Source Organism) II

(NCBI Gene ID, Source Organism) II

3.3 Virtual Attribute Dependencies (VADs)

The concept of “virtual attribute dependencies” resembles that of “functional
dependencies” (FDs) in relational databases [23]. In the context of PERF, we
define “virtual attribute dependencies” as rules for determining additional at-
tribute values from an external biological database, given attribute values pro-
vided with the original mention. For example, if a RefSeq identifier is available in
a mention m, then the amino acid sequence can be retrieved from the protein’s
RefSeq record and added to m. These newly-acquired attributes help narrow
down the size of the protein classes implied by ambiguous mentions , and there-
fore the new attributes have a better strength compared to the attributes they
were derived from. Formally, a virtual attribute dependency is a triple (P, Q)
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→ T , where P refers to the set of prerequisite attributes, Q is a query or web
service, and T refers to the set of resultant attributes. Given a set of values for
the attributes in P , Q is evaluated to produce values for the attributes in T .
Therefore, VADs define a general mechanism that is applied here to the specific
problem of extending the information of protein mentions.

The execution of a VAD for a particular set of values for P may produce one
set of values for T , or may produce many sets of values for T . Therefore, there
are two types of VADs: 1-to-1 VADs and 1-to-N VADs. For the 1-to-1 VADs, the
values of T are added to the original mention by instantiating the appropriate
attributes with those values. For the 1-to-N VADs, however, each resultant value
set represents one possible configuration of the original mention. Therefore, for
each resultant value set, a new Protein object must be created in the original
mention that extends the original Protein object with the attributes and values
from that set. Thus, the mention is extended to cover all possible proteins that
the original mention refers to in as much detail as possible.

VADs are designed to extend/improve an instantiation of the Framework
Schema. Table 3 illustrates some example VADs. These dependencies are pro-
vided in the form (P, Q) → T described above. Starting attribute strength (Start
str.) indicates the strength of the prerequisite attributes, while resultant at-
tribute strength (Res. str.) indicates the strength of the resultant attributes.
The notes column describes the rationale behind each dependency, and the last
column presents examples of these dependencies with actual values. Note that
this list is extensible and customizable, and can be updated to meet the dedu-
plication needs of particular data domains.

3.4 Framework Deduplication Procedure

There are three major steps to this procedure, each of which will be discussed
below.

3.4.1 Mapping Protein Mentions to the Framework Schema
Recall that the Framework Schema uses attributes names that are not the same
as those of the input mentions but are semantically equivalent to the original
mention attributes. A mapping procedure is therefore needed for finding the
Schema attributes that correspond to a given mention’s attributes.

Let m be a mention and R be the Framework Schema. Also, let S(m) be the
schema of m. We assume that, for each attribute ai in S(m), there is exactly
one matching attribute rj in R s.t. ai and rj describe the same thing. The
set of these attribute pairs for each attribute ai in S(m) is called the correct
mapping. There are two ways the Framework Deduplication Procedure can
infer the correct mapping between S(m) and R, depending on whether or not
S(m) was derived from an established database schema or not. The first option
involves lexical similarity comparisons between the attributes of S(m) and the
attributes of R. The second option involves using a lookup table to directly
translate an attribute ai in S(m) into an attribute rj in R. This works if S(m) is
derived from a previously established schema that has been manually matched
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with the Framework Schema attributes in a one-to-one mapping. The complete
description of the algorithm for inferring the correct mapping between S(m) and
R is available in [22].

3.4.2 Addition of Attributes to Mentions Using Virtual Attribute
Dependencies

After the translation of each mention to a Framework Record F , the virtual
attribute dependencies (VADs) in Table 3 will be used to collect additional
attributes for each mention. Each VAD is applied sequentially, and at each step
i, a Framework Record Fi is rewritten to Fi+1. For each VAD Di executed
on a mention m, the Framework Deduplication Procedure will check if all the
prerequisite attributes Pi are defined in m, and if at least one of the resultant
attributes Ti is not defined in m. If both of these conditions are true, then the
query Qi will be executed to produce the resultant attributes Ti to add to m.
Otherwise, the next VAD will be considered, if there are any remaining VADs
to consider.

3.4.3 Pairwise Matchings of Mentions
In this step of the procedure, comparisons are made between the two input
mentions to determine the likelihood that they refer to the same protein. This

Table 3. A list of some of the virtual attribute dependencies (VADs) used in PERF

# Dependency Start
str.

Res.
str.

Notes Example

1 {(Database
reference), Cor-
responding
database} →
(AA Sequence,
Source Organ-
ism)

II I All protein database records
contain information on the pro-
teins amino acid sequence, and
its source organism.

{(RefSeq:=
NP 660312), Ref-
Seq} → (mmrrtlenrn
. . . , Homo sapiens)

2 {(NT Sequence,
Source Organ-
ism), translation
service} → (AA
Sequence)

II I The nucleotide sequence can be
translated into an amino acid
sequence.

{(ACGAACAGGC
. . . , Homo sapiens),
GlimmerHMM} →
(malrvtrnsk . . . )

3 {(AA Sequence),
NCBI BLASTP}
� (Source Or-
ganism) (a “�”
means the query
may or may not
produce resul-
tant attribute
values, see Notes
column)

IV I If an amino acid sequence is
available, but no source organ-
ism is available, the sequence
can be BLASTed against a pro-
tein database, and if a strong hit
is found, and the E-value of the
best hit from a different organ-
ism is lower by a threshold T
than the top hit, then we can
deduce the Source Organism of
the uniquely identified protein
referenced in the given mention.

{(malrvtrnsk ...),
NCBI BLASTP} →
(Homo sapiens)
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step consists of three algorithms. They are: A) Ambiguity Determination,
B) Unambiguous Deduplication, and C) Ambiguous Deduplication. Each of these
will be discussed below.

A) Ambiguity Determination: Like most existing protein deduplication frame-
works, we assume that AA Sequence and Source Organism are the most reliable
means of identifying individual proteins [1, 2, 4]. Therefore, unambiguous men-
tions have both an AA Sequence and a Source Organism defined, and ambiguous
mentions have one or both of these attributes undefined. If both mentions are
unambiguous, then PERF executes an Unambiguous Deduplication (described
below) that directly compares the two individual proteins, and precisely deter-
mines whether or not these proteins are the same. If one or both mentions are
ambiguous, then there is some level of uncertainty over the protein to which
one or both mentions refer. Under these circumstances, PERF will execute an
Ambiguous Deduplication (described below) that computes a likelihood measure
indicating the probability that the two mentions refer to the same protein.

B) Unambiguous Deduplication: In an Unambiguous Deduplication, the AA
Sequence and Source Organism will be directly compared to determine if the
two mentions describe the same protein. The sequences will be compared with
the BLAST2SEQ program [24], and the organisms will be compared using the
Damerau-Levenshtein (DL) string edit distance [25, 26] to determine how close
they are to each other. The use of a string edit distance accommodates some
tolerance for simple spelling or transcriptional errors. The results of these com-
parisons will be compared to cutoffs to determine if the two input mentions refer
to the same protein. In PERFs current implementation, the BLAST2SEQ cutoff
is 90% sequence identity, and the DL cutoff is 5.

C) Ambiguous Deduplication: Suppose that PERF is attempting to deduplicate
two input mentions m1 and m2. Let v(ai, m1) be the set of values of attribute ai

in mention m1, and let v(ai, m2) be the set of values of attribute ai in mention
m2. For each attribute ai in S(m1) ∩ S(m2), and any pair of mentions m1 and
m2, there is a maximum number of ai values that m1 and m2 can have in com-
mon. This number is the theoretical maximum similarity score (M(ai, m1, m2)),
and is equal to min{|v(ai, m1)|,|v(ai, m2)|}. This is the maximum number of at-
tribute ai values that can match between m1 and m2. Attributes that are defined
in one mention but are missing from the other are not factored into this score,
since mentions may be derived from sources with varying attribute coverage.

The raw similarity score S(ai, m1, m2) is the actual number of ai values that
m1 and m2 have in common. This score is determined for each attribute ai

that has a nonzero theoretical maximum similarity score M(ai, m1, m2) on m1

and m2. After the calculation of the theoretical maximum similarity score and
the raw similarity score between m1 and m2 for each ai, the sum of the raw
similarity scores over all attributes ai between m1 and m2 is divided by the sum
of the theoretical maximum similarity scores over all attributes ai between m1

and m2 to produce a final mention percent similarity score P (m1, m2):
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P (m1, m2) =

∑

ai

S(ai, m1, m2)

∑

ai

M(ai, m1, m2)
for all ai in S(m1) ∩ S(m2) (1)

P (m1, m2) will be equal to 1 if all attribute values were perfect matches, and
0 if there were no matches. In general, 0 ≤ P (m1, m2) ≤ 1.

So far, we have assumed that all attributes are equally important to correctly
deduplicating two mentions. However, some might be more important than oth-
ers. Therefore, we introduce an attribute weight factor. The weighted variation of
the mention percent similarity score between m1 and m2 will now be discussed.

Let a be the weight factor of strength I attributes, b be the weight factor of
strength II attributes, c be the weight factor of strength III attributes, and d
be the weight factor of strength IV attributes. In the frameworks current form,
these factors are set to the following values: a = 1000, b = 100, c = 10, and d = 1.
The weighted mention percent similarity score between m1 and m2 W (m1, m2) is
similar to the mention percent similarity score between m1 and m2 P (m1, m2),
with the exception that the weighted raw similarity scores and the weighted
theoretical maximum scores are used in the summations in the numerator and
denominator, respectively. (w(ai) represents the weight factor of attribute ai)

W (m1, m2) =

∑

ai

w(ai)S(ai, m1, m2)

∑

ai

w(ai)M(ai, m1, m2)
for all ai in S(m1) ∩ S(m2) (2)

In this algorithm, both the mention percent similarity score P (m1, m2) and
the weighted mention percent similarity score W (m1, m2) are computed.

4 PERF Implementation and Evaluation

4.1 Evaluation of Mention Resolution

The International Protein Index (IPI) maintains a curated database of cross-
references between a wide range of other databases, including Ensembl, RefSeq,
and TAIR [1]. This index can be used to identify pairs of duplicate records
across different databases. Using IPI’s index, five UniProt/NCBI pairs of dupli-
cate records were arbitrarily chosen. A set of five non-duplicate pairs was also
produced by taking each of the UniProt records and randomly pairing them with
NCBI records (not shown). VAD #3, which defines a rule for deriving the Source
Organism of a mention by conducting an NCBI BLAST of the mention’s AA
Sequence (section 3.3, Table 3), was tested by removing the Source Organism
from each of the UniProt mentions. PERF was tested on these data to determine
whether or not PERF can identify the correct Source Organism, and whether or
not PERF can correctly identify which pairs were actual duplicates and which
were non-duplicates.
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Successful invocation of VAD #3 correctly identified the Source Organism
for each of the UniProt mentions. The results of the subsequent unambiguous
deduplications demonstrate that all the actual duplicates did exhibit a sequence
identity of 90% or higher, while the non-duplicates exhibited significantly worse
results (data not shown). Additionally, the Source Organism DL (Damerau-
Levenshtein) Distance for each pair is zero, indicating that each pair’s Source
Organisms were perfectly identical. Therefore, PERF correctly classified each
pair in the test data, and was able to fully resolve each of the UniProt mentions.

4.2 Evaluation of Duplicate Resolution

The International Protein Index (IPI) was used to identify pairs of duplicate
records across different databases for this evaluation. The evaluation of PERF’s
effectiveness at deduplicating mention pairs involved mentions derived from
three of the databases for which IPI maintains cross-references. These mention
pairs are divided into two groups representing the databases from which these
mentions were drawn:

1. CellMap/NCBI: Pairs in which one mention was drawn from the Memorial
Sloan-Kettering Cancer Center’s CellMap database, and one from NCBI, and

2. Ensembl/NCBI: Pairs in which one mention was drawn from Ensembl,
and one from NCBI

Each of these groups contains 20 arbitrarily chosen pairs of duplicate records.
These mentions comprise the body of test cases (experiments) that PERF should
correctly identify as duplicates. Mention pairs that do not refer to the same pro-
tein (i.e. non-duplicates) were derived by randomly pairing the NCBI mentions
in each group to the mentions from the other database in the same group. (e.g.
in group (i), each NCBI mention was randomly paired with a CellMap men-
tion from the same group) Therefore, each group consists of 20 examples of
mention pairs that refer to the same protein, and a corresponding number of
examples of mention pairs that do not refer to the same protein. Each pair was
labelled with a unique identifier indicating which group it belongs to, whether it
is a duplicate or non-duplicate pair, and its unique number within that group’s
duplicate/non-duplicate pairs. For example, the pair II-ND-3 belongs to group II,
is a non-duplicate pair, and is the third pair in the set of group II non-duplicates.
All pairs from these groups were scored by the PERF Attribute Value Compari-
son to determine if the W (m1, m2) score could be used to separate the duplicate
pairs from the non-duplicate pairs.

Fig. 1 presents the mention percent similarity score P (m1, m2) and weighted
mention percent similarity score W (m1, m2) between m1 and m2 for each of
the duplicate mention pairs and non-duplicate mention pairs from group I. It is
clear that under the current weighting scheme, most duplicate pairs’ scores are
increased relative to their unweighted scores, while non-duplicate pairs scores are
decreased relative to their unweighted scores. For these mentions, the weighting
scheme slightly increased the scores of the duplicate pairs, with two exceptions.
First, pair I-D-8’s weighted and unweighted scores are the same. The second
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Fig. 1. Group I Results

exception is pair I-D-15, where the weighted score actually decreased relative
to the unweighted score. Despite these aberrations, the scores of the duplicates
are significantly higher than those of the non-duplicates. According to Fig. 1,
all non-duplicate pairs’ scores were drastically reduced by the weighting scheme.
Therefore, overall, these weights are effective for widening the gap between actual
duplicates and non-duplicates, reducing the amount of possible overlap between
these two classes. Reducing this overlap is important as it reduces the number
of pairs that could be mistakenly classified.

It was discovered that most of the similar attributes between duplicate men-
tion pairs from this test group (i.e. between CellMap and NCBI mentions)
were between Name attributes. Therefore, it appears that CellMap and NCBI
use the same naming conventions, and Name similarity is more significant in
CellMap/NCBI comparisons as a result. Consequently, the strength of Name
attributes was increased when scoring these pairs.

The average W (m1, m2) for the duplicates was 0.497, and the average W (m1,
m2) for the non-duplicates was 0.021. Therefore, PERF was very successful at
separating true duplicates from non-duplicates. The exact score cutoff, as well
as the best weighting scheme to use to separate these two classes, would be best
determined by training PERF on a wider range of test data. Training could
also help adjust the weighting scheme so that the weighted scores of duplicates
exemplified by pairs I-D-8 and I-D-15 are increased relative to their unweighted
scores.

Fig. 2 presents the P (m1, m2) and W (m1, m2) between m1 and m2 for each
of the duplicate mention pairs and non-duplicate mention pairs from group II.
Among the duplicate pairs, six pairs did not have any common attribute values,
even though they actually are duplicates. (These are indicated with a Zero in
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Fig. 2. Group II Results

Fig. 2) These represent duplicates that are missed, underscoring the sometimes
vast differences between different databases’ coverage of protein attributes. Addi-
tional attributes, possibly from the database cross-references of these mentions,
could possibly provide attributes with similar values that PERF can identify for
the purpose of establishing that these mentions are duplicates. PERF provides
a framework where new VADs may be added to further identify new attributes.
Testing with larger amounts of data in the future would help to enhance PERF
capabilities in this respect.

Looking at the non-duplicate pairs, all pairs scored zero, ruling out the possi-
bility of mistakenly classifying a non-duplicate pair as a duplicate pair. One pair,
pair II-ND-19, was fully resolved by PERF, and therefore compared under the
Unambiguous Deduplication Procedure described in section 3.4.3. Since the AA
Sequence identity of these mentions was 24%, this pair was correctly classified
as non-duplicate.

Additionally, two of the duplicate pairs from group II (pairs II-D-1 and II-D-
5) have W (m1, m2) scores that are lower than their corresponding P (m1, m2)
scores, much like pair I-D-15. However, as with group I, these W (m1, m2) scores
are still adequate for distinguishing between duplicate and non-duplicate pairs.
Overall, the W (m1, m2) scores correspond to a roughly bimodal distribution.
The mean W (m1, m2) for the duplicates was 0.198, and the mean W (m1, m2)
for the non-duplicates was zero, indicating that duplicates and non-duplicates
are clearly separated in group II. Again, additional parameter tuning and weight
training for these types of mentions may help produce better W (m1, m2) results,
and help adjust the weighting scheme to increase the scores of pairs II-D-1 and
II-D-5. Name attributes’ strength was increased for this group as well.
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The above results show that PERF is effective in deduplicating protein men-
tions by comparing a range of attributes. It is also shown that database-specific
considerations are desirable for achieving a good bimodal distribution for the
scores of duplicate mention pairs and non-duplicate mention pairs. Mentions
from these databases could be used in the future as training data for PERF’s
attribute strengths and other database-specific parameters, allowing them to be
optimized to achieve the best possible separation between duplicates and non-
duplicates.

5 Conclusions and Future Work

In this paper, a new framework for deduplicating protein mentions was defined.
Applications of this framework, PERF, to deduplicating mention pairs and entire
networks were described. A prototype version of PERF was implemented and
tested on a small set of protein mention pairs derived from different databases
to evaluate PERF’s effectiveness at fulfilling the requirements of two of the
functions described earlier. These results indicate that PERF can be effective
for solving the entity resolution problem for protein mentions. PERF forms a
solid basis, grounded in techniques from database research, to address entity
deduplication in biological databases.

Future plans for our work include the following developments. First, addi-
tional virtual attribute dependencies (VADs) can be produced so that there
are more options available to PERF for resolving mentions to unique proteins.
Further investigation of the Framework Schema attributes, as well as query
services with which they can be used to obtain additional information, is de-
sirable. Second, testing with larger datasets would give us more insights into
increasing the effectiveness of PERF for mentions from different sources, such as
published literature and high-throughput datasets. Issues specific to particular
sources can also be investigated so that PERF can be better tuned for specific
applications.

A third area of future development would be the creation of a better, more
usable interface. Upgrading PERF to a web service will maximize its reach and
enable its use by others. Fourth, there are additional steps at the end of the
Framework Deduplication Procedure that could be implemented to streamline
the post-deduplication user workflow. PERF could, upon completion of a dedu-
plication, automatically consolidate two duplicate mentions into one, and add it
to a database that serves as a repository of deduplicated mentions. Fifth, PERF
may also have applications to the field of “data cleaning”, i.e. the identification
and correction of inaccurate records in a database [27]. Finally, implementations
for some of the Framework Deduplication Procedure’s steps could be refined to
improve PERF’s robustness and performance.

In conclusion, PERF forms a solid foundation for a framework for PPI dedu-
plication. Further development of the aforementioned features, and more testing,
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would broaden and enhance PERF’s applicability to protein and PPI dedupli-
cation problems.
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